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Abstract. Deep learning models often fail to generalize when classify-
ing medical images that originate from a different data distribution than
the training images. Their error rate increases, posing a severe risk to
patients. Test-Time Training (TTT) with Masked Autoencoders (MAE)
addresses distribution shifts by adapting a trained model to unlabeled
images at inference time, using a self-supervised objective. However, we
find that its success in the natural image domain does not immediately
transfer to the medical domain. A key limitation is that TTT can de-
grade model performance when the auxiliary loss used for inference-time
adaptation is uncorrelated with the main task. Thus, we tackle distri-
bution shifts from a different angle, eliminating the need for a suitable
loss function or weight adaptation during inference time. We propose
WhiCo, a novel Test-Time Adaptation method that mitigates distribu-
tion shifts by aligning test features with the training feature distribu-
tion through whitening and coloring. We evaluate WhiCo on diverse
medical tasks, including COVID-19 diagnosis, brain hemorrhage detec-
tion, and organ identification. WhiCo improves accuracy by 3.5 to 8.4
percentage points on COVID-19 diagnosis, 3.4 to 10.3 points on brain
hemorrhage detection, and by up to 21.9 points on organ identification.
Moreover, WhiCo is architecture-agnostic in principle and requires only
one hyperparameter (the batch size). Our code is available on GitHub:
https://github.com/stoehr-pa/TTA_SparK_WhiCo_Medical.
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1 Introduction

Deep learning models achieve expert-level performance in detecting Alzheimer’s
disease [13,14,19], COVID-19 [2,3,23], or cancer [6,12,38]. Therefore, they sup-
port radiologists in making reliable diagnoses while reducing errors caused by
fatigue and capacity overload. Despite remarkable progress, models often fail to
generalize under distribution shifts, i.e., when the source (training) and target
(inference) data come from different data distributions [7,20]. In clinical prac-
tice, models inevitably encounter data distributions that differ from the source
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Fig. 1. A ResNet-50 backbone extracts feature vectors from CT scans. Whitening and
coloring align the features with the source data distribution on which the model was
trained to mitigate a distribution shift. The final layer predicts a label based on the
aligned feature vectors. Figures adapted from Roy et al. [21] and Shazia et al. [22].

distribution due to varying image acquisition [18], disease prevalence [35], or pa-
tient demographics [1]. Decreasing model performance under distribution shifts
hinders real-world deployment, as misdiagnoses have severe consequences.
Unsupervised Domain Adaptation (UDA) and Test-Time Training (TTT) pro-
pose varying strategies to improve robustness to distribution shifts. UDA jointly
trains a model on labeled source data and unlabeled target data to learn domain-
invariant features, enabling generalization to a target domain without inference-
time adaptation. To align feature distributions, UDA methods leverage self-
supervised learning (SSL) [25,34], adversarial learning [5,28], or whitening and
coloring transformation [21,24]. Despite being promising solutions, UDA is in-
compatible with real-world medical workflows because it trains a model on both
source and target data before deployment. It requires that hospitals share train-
ing data from the target domain with model developers, which is often infeasible
due to privacy regulations. In contrast to UDA, TTT first trains a model with
labeled source data. At inference time, it adapts the model to unlabeled target
data by leveraging an SSL loss [9,15,26] or entropy minimization [29,32,37]. For
example, TTT-MAE [9] adapts a Vision Transformer (ViT) [8] via masked au-
toencoding and thereby greatly improves the model’s robustness to distribution
shifts in the natural image domain. Motivated by its success, we investigate TTT-
MAE’s applicability in the medical image domain. For an effective transfer, two
modifications are necessary. At first, we replace the ViT with a ResNet-50 [11].
Consequently, we substitute the ViT-specific MAE with SparK [27], an MAE
designed for ResNets. Unlike ResNets, ViTs lack spatial inductive biases and
require massive annotated datasets to compensate for this [8].
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In medical imaging, such datasets are challenging to collect due to the need
for expert labels, ethical approval, and the low prevalence of rare diseases. Pre-
training on large datasets does not resolve this, as the bottleneck persists during
downstream fine-tuning [10]. Moreover, convolutional networks can outperform
ViTs [16]. We evaluate TTT-SparK on CT image classification, including organ
identification, COVID-19 diagnosis, and brain hemorrhage detection, whereby
we induce distribution shifts through CT scan corruptions [7,36]. Our results
show that TTT-SparK does not improve the model’s robustness to distribution
shifts in these medical tasks. A limitation of TTT is that it can fail to prevent
performance degradation under distribution shifts if the loss function used to
adapt the model to the target distribution is uninformative for the task that
the model solves after TTT [15]. These insights lead us to a different strategy
to mitigate distribution shifts. We develop WhiCo, a novel Test-Time Adapta-
tion (TTA) method that leverages Whitening and Coloring to align the target
features with the source feature distribution (see Fig. 1). In contrast to UDA,
it adapts a model to target data in-house at a clinical institution. WhiCo oper-
ates solely on target features without accessing source features at inference time,
making it privacy-preserving. In contrast to TTT, WhiCo eliminates the need for
a suitable loss to update model weights. We evaluate WhiCo on the same tasks
and corruptions as TTT-SparK. In contrast to TTT-SparK, WhiCo increases the
accuracy for most corruptions across all tasks. Specifically, it improves accuracy
by up to 21.9 percentage points on organ identification, by 3.5 to 8.4 points on
COVID-19 diagnosis, and by 3.4 to 10.3 points on brain hemorrhage detection.
These results indicate that feature alignment is a valuable alternative to weight
optimization for robust medical image analysis under distribution shifts.

2 Methods

2.1 Test-Time Training with SparK

Pre-Training. In line with TTT-MAE [9], we utilize a ResNet-503 that is pre-
trained with SparK [27] on lung CT scans [4].
Training-Time Training. We fine-tune the pre-trained ResNet-50 on a down-
stream task with the approach described by Wolf et al. [30].
Test-Time Training. We employ the SSL approach SparK [27] as a TTT
method. TTT-SparK leverages masked autoencoding to adapt a model to unla-
beled target images. At first, TTT-SparK randomly masks patches of a target
image. The remaining unmasked patches form a sparse image that an MAE takes
as input. The MAE consists of an encoder that extracts features from a sparse
image and a decoder that reconstructs the original image from these features
(for details of the encoding-decoding procedure, see SparK [27]). Our fine-tuned
ResNet serves as the encoder. A UNet-like module developed by Tian et al. [27]
serves as the decoder. TTT-SparK backpropagates a self-supervised L2-loss to
train this MAE.
3 model downloaded from GitHub

https://github.com/Wolfda95/SSL-MedicalImagining-CL-MAE
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This loss determines the error between the reconstructed pixels and the original
unmasked pixels, which represent the labels. Formally, the optimization objective
takes the form of

f, g = argminf,gLs(g ◦ f(mask(x)),x) (1)

with the encoder f , the decoder g, the target image x, and the reconstruction
L2-loss Ls. Through this optimization, TTT adapts the ResNet to target images
that may come from a different data distribution than the training images.
Classification. After TTT, the adjusted ResNet predicts a label for the un-
masked target image x.

2.2 Test-Time Adaptation with WhiCo

Pre-Training. We take the same pre-trained ResNet-50 as for TTT-SparK to
facilitate comparability in the experiments.
Training-Time Training. We fine-tune the pre-trained ResNet on a down-
stream task with the procedure of Wolf et al. [30]. After fine-tuning, we pass
each training image through the ResNet backbone (i.e., all layers except the last
layer) and collect the extracted feature vector. We calculate summary statistics,
i.e., the mean vector µtrain and the covariance matrix Σtrain, of the collected
set of feature vectors. To decouple the training and inference phases, we store
these summary statistics. WhiCo only accesses the fine-tuned model and sum-
mary statistics without inquiring the training data at inference time. The rea-
son for decoupling is that when deploying the model in a clinical institution,
data privacy regulations often prohibit sharing the training data. However, the
summary statistics neither directly reveal nor permit inference of sensitive in-
formation about patients in the training cohort. Thus, summary statistics are a
valuable means to give information about the training feature distribution with-
out violating privacy regulations.
Test-Time Adaptation. Given a batch of test images Bimages = {I1, I2, ..., In},
we pass each test image Ij ∈ Bimages through the ResNet backbone and collect
the resulting feature vector xj . Then, we utilize the gathered batch of feature vec-
tors Bfeatures = {x1,x2, ...,xn} to calculate summary statistics, i.e., the mean
vector µtest and the covariance matrix Σtest. Given the covariance matrices
Σtrain and Σtest, we leverage the eigendecomposition to compute the (inverse)
square root covariance matrices

Σ
1
2
train = Etrain Λ

1
2
train ET

train (2)

Σ
− 1

2
test = Etest Λ

− 1
2

test E
T
test. (3)

The variables Etrain and Etest denote orthogonal matrices whose columns con-
tain the orthonormal eigenvectors of Σtrain and Σtest, respectively. The diagonal
matrix Λ

1
2
train contains the square root of the eigenvalues from Σtrain as entries.

Similarly, the diagonal matrix Λ
− 1

2
test stores the inverse square root of the eigen-

values from Σtest.
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These matrices store the eigenvalues in descending order and arrange the eigen-
vectors according to their corresponding eigenvalues (see the matrix cookbook [17]
for mathematical background).
These matrices are necessary for the whitening and coloring steps. Fig. 1 illus-
trates the model inference sequence extended by whitening and coloring. At first,
we whiten each feature vector xj ∈ Bfeatures, extracted by the backbone, with

xwhi
j = Σ

− 1
2

test(xj − µtest). (4)

Whitening a set of vectors yields a transformed vector set whose mean is the
zero vector and whose covariance matrix is the identity matrix. Coloring trans-
forms a whitened vector to match a desired distribution (in our case, the source
distribution). Therefore, we apply coloring to each whitened feature vector xwhi

j

xwhico
j = Σ

1
2
train xwhi

j + µtrain. (5)

These operations help the model process source and target CT scans on a con-
sistent statistical basis. The model develops robustness to shifted distributions.
Classification. The last layer of the fine-tuned ResNet processes the aligned
feature vector xwhico

j to predict a label for the target image Ij . The algorithm
computes new summary statistics µtest and Σtest when it processes the next
batch, while µtrain and Σtrain remain the same for all test batches.

3 Experiments and Results

We evaluate TTT-SparK and WhiCo on three 2D CT image classification tasks
that cover diverse medical use cases and dataset sizes. The first task is an 11-class
organ classification using the OrganSMNIST dataset [31]. The second task is a
binary classification of lung CT scans to diagnose COVID-19 [33]. The third task
requires binary classification to detect the presence/absence of a brain hemor-
rhage in CT scans. These scans come from an internal study conducted at Ulm
University Hospital. Senior radiologists selected CT slices from 200 patients,
resulting in 145 training, 25 validation, and 29 test images. The Ethics Com-
mittee of Ulm University granted ethical approval (ID 302/17). For each task,
we have the uncorrupted test set without a distribution shift. Furthermore, we
induce distribution shifts by applying image corruptions that are realistic for
CT scans (i.e., inject speckle noise, increase (+) or decrease (-) gamma correc-
tion, contrast, and brightness) [7]. For each corruption, we apply the first of five
increasing severity levels. Additionally, we simulate low-dose X-ray CT scans as
described by Zeng et al. [36]. As a baseline, we use a ResNet-50 pre-trained with
SparK [27] by Wolf et al. [30] and fine-tune it on the training and validation im-
ages of the OrgMNIST, COVID-19, or Brain dataset, following the procedure of
Wolf et al. [30]. The baseline classifies test images without inference-time adap-
tation. We then analyze whether TTT-SparK or WhiCo improves the baseline
performance under distribution shifts.
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Table 1. OrgMNIST Results (in %, average over 5 runs). The best result is marked
in bold. WhiCo improves accuracy and F1 score across 50% of the corruption types.

Accuracy ↑ AUC ↑ F1 ↑

Corruption Baseline TTT WhiCo Baseline TTT WhiCo Baseline TTT WhiCo

Uncorrupted 81.9 79.0 81.2 98.0 97.5 96.9 81.9 79.0 81.2
Low dose 41.3 40.2 63.2 89.8 88.4 92.0 41.3 40.2 63.2
Gamma+ 77.8 73.3 78.1 97.3 96.4 96.1 77.8 73.3 78.1
Gamma– 81.6 79.2 80.9 97.9 97.4 96.9 81.6 79.2 80.9
Contrast+ 77.9 74.1 77.6 97.3 96.5 96.1 77.9 74.1 77.6
Contrast– 77.7 74.1 78.5 97.1 96.4 96.3 77.7 74.1 78.5
Brightness+ 76.7 74.3 75.8 96.8 96.1 95.7 76.7 74.3 75.8
Brightness– 67.0 60.5 69.7 94.3 92.6 93.6 67.0 60.5 69.7
Speckle Noise 81.0 78.4 80.6 97.8 97.3 96.8 81.0 78.4 80.6

For TTT-SparK, we use the LAMB optimizer (β: 0.9, 0.95) with a learning rate
of 8e-5, weight decay of 1e-2, and train for 10 epochs (parameters found through
hyperparameter sweeps). WhiCo requires only the batch size to be specified,
which varies by task as stated below. All experiments run on NVIDIA H100 and
A100 GPUs. We repeat each experiment five times to compute the mean and
standard deviation (std) of accuracy, AUC, and F1 scores on the test images.
OrgMNIST. Table 1 depicts results on 8827 test images of the OrgMNIST task.
TTT-SparK and WhiCo use a batch size of 128. All models exhibit stable re-
sults across all evaluation metrics. The results of the baseline, TTT-SparK, and
WhiCo have a std of 0.02, 0.24, and 0.02 on average, respectively. TTT-SparK
worsens the baseline’s accuracy on both uncorrupted and corrupted images. In
contrast, WhiCo enhances the baseline’s accuracy on the gamma+, contrast-,
brightness-, and low-dose corruption by 0.3, 0.8, 2.7, and 21.9 percentage points,
respectively. Especially on low-dose X-ray CT scans, where baseline accuracy
drops drastically, WhiCo restores performance to above chance level (63.2%).
WhiCo also achieves a 2.2-point higher AUC score than the baseline on the low-
dose scans. Apart from this corruption, WhiCo does not substantially improve
the AUC scores. TTT-SparK achieves slightly worse AUC scores than the base-
line on all test sets. The F1 scores show the same trends as the accuracy results.
Ranking our methods on organ identification reveals that WhiCo outperforms
TTT-SparK in adapting the model to shifted distributions. Although WhiCo
does not improve AUC scores remarkably, it enhances the model’s performance
across 50% of the corruption types in terms of accuracy and F1 score.
COVID-19. As in the first task, we run TTT-SparK and WhiCo with a batch
size of 128. Table 2 shows the models’ performance on 203 test images. The
baseline performance decreases on the corrupted CT scans across all metrics.
TTT-SparK achieves slightly higher accuracy than the baseline for low-dose,
gamma+, contrast+, brightness+, and speckle noise corruption. Nevertheless,
there are no definite improvements, as the baseline result falls within the std.
On average, TTT-SparK’s results show a std of 1.91. The baseline results have
a std of 0.09 on average.
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Table 2. COVID-19 Results (in %, average over 5 runs). The best result is in bold.
WhiCo improves accuracy, although it shows deficits in terms of AUC and F1 scores.

Accuracy ↑ AUC ↑ F1 ↑
Corruption Baseline TTT WhiCo Baseline TTT WhiCo Baseline TTT WhiCo

Uncorrupted 78.3 78.0 67.5 81.5 82.1 71.0 79.6 79.2 68.9
Low dose 71.1 71.8 64.9 76.1 79.6 69.7 74.1 74.4 66.9
Gamma+ 59.6 60.4 68.0 77.0 78.1 69.4 70.1 70.9 71.1
Gamma– 68.0 65.0 67.5 79.5 78.1 71.1 74.5 72.5 70.3
Contrast+ 60.6 61.8 68.5 72.1 73.2 70.2 68.8 69.3 69.8
Contrast– 64.0 63.9 67.5 79.4 80.4 71.5 72.0 72.6 70.0
Brightness+ 65.5 65.8 65.0 70.0 71.4 69.2 66.7 67.2 66.7
Brightness– 55.2 54.7 60.6 68.8 67.0 64.7 68.9 68.7 63.3
Speckle Noise 61.9 64.1 66.9 74.8 76.9 69.9 69.8 71.3 69.3

WhiCo generates the most stable results, i.e., the std is 0.05 on average. Regard-
ing the accuracy, WhiCo outperforms the baseline on the contrast-, speckle noise,
brightness-, contrast+, and gamma+ corruption by 3.5, 5.0, 5.4, 7.9, and 8.4 per-
centage points, respectively. Analyzing the AUC scores reveals that TTT-SparK
fails to substantially outperform the baseline. Even where a slight improvement
exists, the baseline score remains within the std. The only exception is on the
low-dose images, where TTT-SparK improves the baseline by 3.5 points. WhiCo
downgrades the AUC scores. Moreover, WhiCo and TTT-SparK do not drasti-
cally increase F1 scores. In summary, TTT-SparK does not enhance the model’s
performance in COVID-19 detection under distribution shifts. WhiCo succeeds
in enhancing the model’s accuracy, although it exhibits deficits in terms of AUC
and F1 scores.
Brain. The brain test set contains only 29 images, which form a single batch
(i.e., whole-test-set adaptation). Table 3 presents the results of TTT-SparK and
WhiCo using a batch size of 29. Comparing the algorithms shows that WhiCo
outperforms TTT-SparK, as it considerably improves accuracy, increases AUC
scores, and exhibits a low std. The baseline performance drops drastically on
the corrupted images. The accuracy and AUC scores downgrade to chance level.

Table 3. Brain Results (in %, average over 5 runs). Best result is marked in bold.
WhiCo outperforms TTT-SparK, as it considerably improves accuracy and AUC scores.

Accuracy ↑ AUC ↑ F1 ↑
Corruption Baseline TTT WhiCo Baseline TTT WhiCo Baseline TTT WhiCo

Uncorrupted 89.7 75.2 82.8 91.9 91.8 91.4 89.7 68.9 83.9
Low dose 51.7 48.3 51.7 55.9 56.0 52.6 66.7 64.1 59.7
Gamma+ 48.3 49.7 55.2 55.7 55.6 55.7 65.1 65.4 60.6
Gamma– 48.3 48.3 58.6 51.9 50.6 52.9 65.1 65.1 64.7
Contrast+ 48.3 47.6 48.3 48.6 49.6 51.0 65.1 64.5 57.1
Contrast– 48.3 48.3 55.2 59.1 57.6 55.2 65.1 65.1 62.9
Brightness+ 48.3 48.3 48.3 47.1 47.6 52.4 65.1 65.1 57.1
Brightness– 48.3 47.6 51.7 51.9 55.7 53.8 65.1 62.1 58.8
Speckle Noise 48.3 49.7 58.6 51.0 51.7 53.7 65.1 65.1 64.7
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TTT-SparK fails to recover the model’s accuracy, as it does not achieve substan-
tial improvements on the corruptions. Additionally, it harms the performance on
the uncorrupted images. Moreover, TTT-SparK does not achieve notably higher
AUC or F1 scores than its baseline. In contrast, WhiCo considerably improves
accuracy by 3.4, 6.9, 6.9, 10.3, and 10.3 percentage points for the brightness-,
gamma+, contrast-, gamma-, and speckle noise corruptions, respectively. For the
remaining corruptions, it does not harm the accuracy. Although WhiCo does not
outperform the baseline in terms of F1 scores, it increases the AUC scores by
1.0, 1.9, 2.4, 2.7, and 5.3 percentage points for the gamma-, brightness-, con-
trast+, speckle noise, and brightness+ corruptions, respectively. Furthermore,
WhiCo leads to more stable results than TTT-SparK. On average, the baseline,
TTT-SparK, and WhiCo results have a std of 0.05, 2.8, and 0.08, respectively.

4 Discussion and Conclusion

Our experiments evaluate TTT-SparK and WhiCo across diverse medical tasks
(brain hemorrhage, COVID-19, and organ classification) and several corruptions,
revealing valuable insights. Firstly, the baseline generalizes poorly to corrupted
images, which emphasizes the need for a solution to the distribution shift prob-
lem. Secondly, TTT-SparK fails to meaningfully improve performance because
it does not outperform the baseline across all tasks. In contrast to TTT-SparK,
WhiCo eliminates the need to optimize model weights and refine the learned de-
cision boundary with a suitable loss at inference time. Instead, it aligns the target
features with the source feature distribution. This strategy has some deficits in
reducing false positives and false negatives, as WhiCo does not consistently in-
crease the AUC and F1 scores across all experiments. A key strength of WhiCo
is that it considerably improves the accuracy for most corruptions across all our
tasks. Especially for large performance drops, it substantially increases the ac-
curacy (e.g., on corrupted brain images). The small brain dataset assesses the
methods’ applicability to use cases where available CT images are limited due
to disease rarity. WhiCo is effective in this low-data regime. Additionally, the
low std reflects stable, reproducible performance, which is important for clinical
deployment where reliability is crucial. Furthermore, WhiCo can be transferred
effortlessly to other convolutional models because it is, in principle, architecture-
agnostic and requires no domain knowledge to select hyperparameters. While
existing literature has primarily used whitening and coloring transformations in
UDA methods [21,24], we show that they can also be effectively leveraged for
TTA. While these findings are encouraging, several limitations should be noted.
We use the lowest of five corruption severity levels and only simulate distribution
shifts closely matching real-world CT shifts [7,36]. The simulations facilitate an
evaluation in a controlled setting with known shifts. For future work, we plan ex-
periments with higher severity levels and real, non-simulated distribution shifts.
Moreover, we plan to benchmark WhiCo against state-of-the-art TTA methods.

In conclusion, we investigate Test-Time Adaptation methods to improve the
robustness of a ResNet-50 to distribution shifts in CT imaging.
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TTT-SparK relies on masked autoencoding, whereas WhiCo leverages whitening
and coloring as an adaptation strategy. Our results show that WhiCo achieves
better outcomes than TTT-SparK, which highlights that aligning features is a
valuable alternative to optimizing weights for adapting a ResNet-50 to a shifted
data distribution.
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